
Guidance on the Future of Computer Science Education in an Age of AI

From producing deepfakes to amplifying gender, racial,
and cultural biases, AI’s potential to harm individuals
and communities is in the spotlight, creating increasing
demand for incorporating societal and ethical
considerations into CS education.

An essential component of teaching students about AI is
empowering them to understand how AI models are
built and to think critically about the benefits, harms,
possible safeguards, and the people and communities
affected by this powerful technology. As more CS
education involves consuming and creating AI, students

“When it comes to AI education, we do not have
the luxury of burying our heads in the sand. CS
teachers have the opportunity and
responsibility to lead students in understanding
the societal and ethical implications of AI: the
good and the bad, the benefits and harms, the
possibilities and realities.” 

- Charity Freeman, CSTA Board Chair

Critical Consumers,  Responsible Creators

Teaching students to become critical consumers and responsible creators of AI involves integrating
ethical and societal considerations into computer science (CS) education. CS teachers are incorporating
discussions about transparency, accountability, information accuracy, privacy, fairness, and ethical
design into their curricula. These lessons empower students to evaluate AI outputs critically, understand
the implications of AI on society, and design technologies that prioritize equity and responsibility. More
than any other subject, CS provides an opportunity to explore AI’s societal and ethical impacts by
learning how AI models are trained, understanding how they work, and developing their own models.

How Can Students Become Critical
Consumers and Responsible Creators of AI?

must also learn to ask whether and why they should use
AI in the first place.

Hmmm, am I
comfortable
sharing my
images with
this app?

Let me just make my
own photo filter app!
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            How often do you supplement your CS
curriculum to include discussions of ethical
questions related to AI, such as algorithmic
bias, digital citizenship, and privacy?

According to Reimagining CS Pathways: High School
and Beyond, the societal impacts of computing and
related ethical implications are the highest-rated topics
of importance across the CS education community. 

Additionally, 66% of CS teachers responding to a
CSTA/TeachAI Survey (May 2024) said that
conversations about AI have helped students
understand the societal and ethical issues surrounding
AI. Ethical concerns about AI also emerged as one of the
most requested professional learning topics.

In this brief, we highlight a few of AI’s ethical and
societal considerations and offer some practices for
developing critical AI consumers and responsible AI
creators.

AI systems are widely perceived as opaque,
containing unknowable data sources and
inscrutable decision-making processes. 

When equipped with explanations about how AI systems
work, teachers are less reluctant to use them in their
classrooms and less concerned about the technology’s
impact on personal autonomy. Early research suggests
that teachers are more likely to trust AI when given the
ability to review and override AI recommendations
(Nazaretsky et al., 2022). 

When asked about the potential risks of including AI in
the classroom, CS teachers responding to the
CSTA/TeachAI Survey emphasized that students must
be made aware that AI makes mistakes and can have
disparate societal impacts, often perpetuating harm on
marginalized communities. These same concerns were
commonly cited as reasons for students to deepen their
core CS knowledge.

"Students are more empowered to engage in
popular AI discussions when they understand
the technical side of the ethical and societal
impacts of AI." 

- Sepehr Vakil, Associate Professor,
Northwestern University

Transparency and Accountability

Classroom Practice: Create model cards that
explain the intended use, training dataset,
accuracy, and limitations of a classification or
prediction model.
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https://reimaginingcs.org/
https://reimaginingcs.org/
https://bera-journals.onlinelibrary.wiley.com/doi/full/10.1111/bjet.13232
https://studio.code.org/courses/csd-2024/guides/model-cards-in-ai-lab
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AI makes it easier for unethical parties to
produce misinformation and disinformation by
mimicking voices, images, and videos. 

During the 2023-24 academic year, parents and
students in California, New Jersey, and Washington
sounded the alarm over AI: Classmates used AI-based
image generators to create explicit “deepfakes” from
pictures online and circulated the images on social
media. Districts responded by updating their social
media guidelines and educating students about the
appropriate and acceptable use of Generative AI (Gen
AI) tools while urging others to learn more about
misinformation. There is a broad range of content
authenticity issues, from creative works that imitate

"Students can potentially misuse AI for
themselves and others, but teaching them and
being open about the benefits and harmful
effects and potential upsides and downsides far
outweigh the potential risks." 

- Art Lopez, Project Manager, Coding Our
Future, University of California, San Diego

"The hard problems of AI and ML education
come down to civic values, philosophy, ethics,
fairness, bias, transparency, explainability. The
social studies teachers - we can learn from
them." 

- Ben Shapiro, Associate Professor, University
of Washington

Data collected by AI-powered systems and
educational tools raise concerns about students’
privacy rights. 

In March 2024, a coalition of 41 educational and civil
rights organizations wrote to the U.S. Department of
Education, asking to end the funding of AI-powered
security systems in K-12 schools. They were concerned
about AI’s potential to violate students’ civil rights.
Especially alarming, the group said, was the increasing
use of facial recognition technologies, social media

surveillance, behavioral threat assessments, predictive
policing, and other surveillance tools. 

As students turn over growing volumes of personal
data, including data collected by educational tools, they
must understand the potential for combining it to
divulge sensitive information. Moreover, tracking and
monitoring components in AI systems that predict
student performance, weaknesses, and strengths can
inhibit their participation at school (Akgun & Greenhow,
2021).

Information Accuracy and Integrity

Classroom Practice: Discuss the importance of
verifying information sources and explore ways to
validate content. Explore instances of when AI
output adds value to individuals and society and
when it does not. Discuss the importance of citing
sources when using AI. 

specific artists to deepfakes in the democratic process,
which raise significant ethical and legal concerns about
originality, consent, and the potential for
misinformation.

Privacy Rights
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https://www.nytimes.com/2024/04/08/technology/deepfake-ai-nudes-westfield-high-school.html
https://static1.squarespace.com/static/5b9081c58ab7224793278e1d/t/65f8a8cd96687554345fd39e/1710794966401/2024+Notice+Coalition+ED+Letter.pdf
https://link.springer.com/article/10.1007/s43681-021-00096-7
https://drive.google.com/file/d/1cBMnaYtPkfYnatW6fzeWBkXmHhn1N6-l/view
https://drive.google.com/file/d/1cBMnaYtPkfYnatW6fzeWBkXmHhn1N6-l/view
https://drive.google.com/file/d/1cBMnaYtPkfYnatW6fzeWBkXmHhn1N6-l/view
https://drive.google.com/file/d/1cBMnaYtPkfYnatW6fzeWBkXmHhn1N6-l/view
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AI systems’ disparate impacts on different
demographic groups raise alarms about fairness
and justice in our digitally driven society. 

AI systems can reflect and amplify the implicit biases of
their creators. Understanding AI biases involves
understanding how people create technologies like
Large Language Models (LLMs) and how biases can
creep into all stages of development, such as selecting
training data and selecting which features in the
training data to prioritize (Broll & Grover, 2023).
Examples of discrimination against women, people who
are economically disadvantaged, or people of color as a
result of algorithmic bias have shown up in hiring, health
care, insurance, and mortgage lending decisions, in
addition to criminal justice assessments.

The non-profit journalism group ProPublica in 2016 was
the first to uncover racial bias in COMPAS (Correctional
Offender Management Profiling for Alternative
Sanctions), an AI-powered system used to predict a
criminal defendant’s recidivism risk. COMPAS falsely
identified Black defendants as likely future criminals
nearly twice as often as white defendants. The AI model
was trained on historical crime data, and, as a result,
individuals who were part of a demographic  historically
targeted by law enforcement were likely to

"Anyone developing technologies has a
responsibility to keep ethics top of mind and
create things that will not cause harm. There
should be a pledge or agreement that these
persons go through so that 'doing no harm' is at
the basis of their profession. . . This must also
be followed with action."

- DaQuan Bashir, Professional Learning
Manager, CSTA

receive higher recidivism scores. A related issue raised
by the COMPAS example is transparency, as the
designers of COMPAS refused to reveal details of the
software and its algorithms.          

“[A]ll young people need to understand whether
the AI with which they knowingly or unknowingly
engage has treated them fairly.” 
(Holmes et al., 2022, p.31)

Classroom Practice: Discuss how, when, and why
students’ personal data are collected, analyzed,
interpreted, and used. Consider how decision-
makers might use this data to their advantage —
even if it is something students are not okay with.
Discuss students’ rights and how they can opt out of
data collection.

Fairness and Justice

Classroom Practice: Discuss the pros and cons of
using AI for different projects and consider when
another solution might be a better option. Discuss
how AI tools might be used to detect and measure
bias in datasets.
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https://ojs.aaai.org/index.php/AAAI/article/view/26898
https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
https://rm.coe.int/artificial-intelligence-and-education-a-critical-view-through-the-lens/1680a886bd
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Transparency, accountability, equity, and
privacy should be principles in technology
development.

Ethical design recognizes that all technologies are
embedded in social systems and reflect designers'
beliefs. Ethical design considers societal values, includes
potential users throughout the design process,
especially those most affected by the design, and
follows principles of transparency, explainability,
accountability, equity, and privacy.

In a study of recommendation algorithms and ethical
design, students as young as 5th graders were shown to
be capable of recognizing design agendas and
identifying influences on those agendas (DiPaola et al.,
2020). Students were asked to identify relevant parties
associated with YouTube and their potential values,
encouraging questions about the data collected from
the platform, how it influences what they watch, and
how it affects their beliefs. Students then had an
opportunity to develop their own design goals and
agendas using ethical design principles.

Responsible AI & Tech Justice 

The Kapor Foundation’s Responsible AI & Tech
Justice: A Guide for K-12 Education helps
educators develop learning experiences that
prioritize critically evaluating technologies and
creating more equitable solutions. One
recommendation is to “examine the AI technology
creation ecosystem from who designs and
develops products and how they are developed, to
who invests in their creation and benefits from
their adoption.”

Ethical Design

Classroom Practice: Early in the design process,
have students explore different user personas:
representative examples of potential users with
different backgrounds, desires, ability levels, and
perspectives. For more information, see Practice 1:
Fostering an Inclusive Computing Culture in the K-12
CS Framework.

AI4K12: Societal Impact

AI is a disruptive technology that will not only
impact the economy and employment but also
shape social and cultural norms (AI4K12
Framework’s Big Idea 5).
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https://dl.acm.org/doi/abs/10.1145/3392063.3394396
https://dl.acm.org/doi/abs/10.1145/3392063.3394396
https://kaporfoundation.org/wp-content/uploads/2024/01/Responsible-AI-Guide-Kapor-Foundation.pdf
https://kaporfoundation.org/wp-content/uploads/2024/01/Responsible-AI-Guide-Kapor-Foundation.pdf
https://k12cs.org/wp-content/uploads/2016/09/K%E2%80%9312-Computer-Science-Framework.pdf
https://k12cs.org/wp-content/uploads/2016/09/K%E2%80%9312-Computer-Science-Framework.pdf
https://ai4k12.org/
https://ai4k12.org/
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Topic

Transparency and
Accountability

Information Accuracy
and Integrity

Privacy Rights

Fairness and Justice

Ethical Design 

Ethical Concern

AI systems are widely perceived as
opaque, containing unknowable
data sources and inscrutable
decision-making processes. 

AI makes it easier for unethical
parties to produce misinformation
and disinformation by mimicking
voices, images, and videos. 

Data collected by AI-powered
systems and educational tools
highlight student privacy issues. 

AI systems’ disparate impacts on
different demographic groups
raise concerns about fairness and
justice. 

Transparency, accountability,
fairness, and privacy are crucial in
technology development.

Classroom Practice

Create model cards that explain the intended
use, training dataset, accuracy, and
limitations of a classification or prediction
model. 

Discuss the importance of verifying
information sources and explore ways to
validate content.

Discuss how, when, and why students’
personal data is collected, analyzed,
interpreted, and used.

List the pros and cons of using AI for different
projects and consider when other solutions
might be a better option.

Address the needs of diverse users and
consider when the risks of using AI might
outweigh the benefits for an individual or
community.
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Standards Writers
Ensure that ethical considerations and societal impacts of AI and technology are
embedded in primary and secondary education standards. 

1.

Connect the societal and ethical impacts of AI to how AI works and how people develop AI
technologies. 

2.

Develop standards that integrate CS education with other disciplines, such as science,
social studies, philosophy, and ethics, to provide a holistic view of AI's societal impacts.

3.

How can you incorporate ethical and societal issues related to AI into CS content? How
can you address the potential challenges when engaging in sensitive topics? What can be
learned from other subjects?

1.

How can you model the ethical and responsible use of AI tools? What steps can students
take to understand AI tools' limitations and biases and evaluate their outputs critically?

2.

What data do you and students share on online platforms and with AI systems, both
knowingly and unknowingly? What risks are associated with sharing personal data?

3.

Reflection

Call to 
Action

Further 
Study
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Curriculum and Professional Development Providers
Include deliberate conversations about bias, ethics, and AI's impact throughout the
curriculum. Provide students with reflection questions at the start and end of each project.

1.

Encourage perspective-taking by asking about user stories and how tools might work.
Frame the potential for positive, negative, and unintended consequences. 

2.

Create space for honest conversations and thoughtful questions. Include questioning
protocols to foster deeper thinking about how what people design will affect others.

3.

How does incorporating ethical considerations, such as bias and fairness, into CS content
affect students’ understanding and critical analysis of AI technologies?

1.

What are effective methods for teaching transparency and accountability? How do these
methods influence students’ trust and willingness to engage with AI technologies?

2.

How can educational interventions be designed to effectively reduce biases and promote
fairness in students’ AI projects and understanding?

3.

TeachAI & CSTA (2024). Guidance on the Future of Computer Science Education in an Age of AI. Retrieved from teachai.org/cs.                                  
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Khan Academy, and the World Economic Forum.

Three Ways to Take Action


